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ABSTRACT
Gaze behavior is important in early development, and atypical
gaze behavior is among the first symptoms of autism. Here we
describe a system that quantitatively assesses gaze behavior using
eye-tracking glasses. Objects in the subject’s field of view are detected using a deep learning model on the video captured by the
glasses’ world-view camera, and a stationary frame of reference
is estimated using the positions of the detected objects. The gaze
positions relative to the new frame of reference are subjected to
unsupervised clustering to obtain the time sequence of looks. The
clustering method increases the accuracy of look detection on test
videos compared against a previous algorithm, and is considerably
more robust on videos with poor calibration.

CCS CONCEPTS
• Applied computing → Consumer Health; • Human-centered
computing → Collaborative and social computing.
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INTRODUCTION

Humans use gaze as one of the most basic and frequently engaged
ways to learn about and understand the world around them. Gaze
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behavior in children with autism spectrum disorders (ASD), a neurodevelopmental disorder affecting approximately 2% of all children
[Baio et al. 2018], is atypical in terms of social looking behavior,
joint attention to objects, and the basic timing and accuracy of
each gaze shift, as well as covert shifts of attention [Bruinsma
et al. 2004; Keehn et al. 2013; Miller et al. 2014; Takarae et al. 2004;
Townsend et al. 1996]. In fact, disordered visual orienting is among
the earliest signs of ASD identified in prospective studies of infant siblings [Zwaigenbaum et al. 2005] and it persists across the
lifespan [Miller et al. 2014]. Since humans use gaze as one of the
earliest ways to learn about the world around us, this foundational
deficit compounds, leading to functional difficulties in learning as
well as social domains. However, the building blocks of gaze behavior—accuracy of the metrics and their timing—are malleable.
For example, Chukoskie and colleagues [Chukoskie et al. 2018b]
have demonstrated that the timing and accuracy of gaze shifts can
be trained through playing gaze-contingent video games. The success of these games in changing overt and covert attention has
been evaluated on a computer screen [Snider and Chukoskie 2019].
However, it is equally, if not more important to evaluate how training benefits might transfer to real-world behavior. Unfortunately,
measuring real-world gaze and related social behaviors accurately
and quantitatively is more challenging and demands new tools for
objective assessment. Many other different therapies have been
designed to address social interaction such as those described in
[Crooke et al. 2016; Laugeson et al. 2009; Schreibman and Ingersoll
2013], yet methods of quantitatively assessing the success of these
therapies have been limited. These interventions are typically evaluated by parent questionnaire or expert observation, both of which
provide valuable information, but both of which are qualitative and
time-consuming.
The recent development of affordable eye trackers embedded
in glasses has facilitated the examination of real-world human
gaze behavior, making it a potentially valuable technique to assess
social gaze behavior in individuals with ASD. This paper presents
a new approach to detecting looks to objects of interest, based on
unsupervised clustering of gaze location data together with neural
network based object detection. Here, looks are defined as intervals
of time where a subject is focusing their gaze on a single object. The
most similar prior work is [Chukoskie et al. 2018a], which presents a
system that quantitatively analyzes a subject’s gaze behavior using
eye-tracking and object detection with runlength filtering of the
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gaze-in-bounding-box results. The current method improves on that
work in several ways: (a) We improve the calibration approach and
smooth the gaze data stream as done in [Venuprasad et al. 2019], (b)
we use a Faster-RCNN face detector [Ren et al. 2015], and (c) most
importantly, we develop a novel approach based on unsupervised
clustering which considerably improves the detection of looks. In
addition to the development of a new approach to look detection in
head-mounted gaze tracking, we also introduce a new set of metrics
for evaluating the performance. Previous results focused only on
frame-level accuracy, which is useful for analyzing, for example, the
proportion of time spent by a subject in looking at different objects.
Here we examine look-level results as well, which can have value
for assessing the timing and naturalness of social gaze behavior.
The current study uses objects from the COCO dataset [Lin et al.
2014], demonstrating that the system works well with common
real-life objects.

2

PROPOSED METHOD

Here we describe a system that can analyze the pattern of looks
of a subject wearing eye-tracking glasses. Our methods for analyzing looks are based on the looking behavior literature in young
children where forced-preferential looking paradigms, formerly
scored via video but now more frequently with eye gaze data, are
prevalent (see for example [Richards and Cronise 2000].) Standard
analyses applied to gaze data measured on screens with high spatialand temporal-resolution remote eye tracking technology typically
involve smoothing and differentiating the gaze sample trace to identify saccades and periods of steady fixation [Nyström and Holmqvist
2010]. Fixations, or small collections of fixations, are the "looks"
that occur between these fast reorientations. Lower spatial and
temporal resolution data does not lend itself to standard saccade
detection methods. In addition, these standard saccade identification methods are particularly challenging in mobile head-mounted
eye tracking scenarios and demand additional methods and groundtruthed datasets [Kothari et al. 2020; Larsson et al. 2016; Steil et al.
2018]. For this stage of the project, we define a look as an amalgam
of fixations (and intervening saccades) that fall within an object’s
boundaries, obtaining intervals of looks to objects by finding clusters of gaze samples’ spatial coordinates in the larger gaze trace.
The intuition is that when a person looks at an object, their gaze
position tends to dwell or localize in a region of space. A challenge
inherent in head-mounted eye tracking is that the gaze position is
relative to the origin of the world-view image obtained from the
world camera. As this is a non-stationary frame of reference due
to the subject’s head movement, we are at risk of not observing
the localization phenomenon corresponding to looks. Hence we
detect objects in the scene and use their position (centers) to obtain
a stationary reference frame. Estimating the position of a single
origin using the objects present in the scene is erratic since video
frames will generally not have all the objects in the scene. Hence
we use separate coordinate systems to detect looks to each object.

2.1

System Overview

We use the Pupil Labs eye-tracking glasses (PupilPro) [Kassner et al.
2014]. World-view frames are obtained from the world camera at
60fps with 1280 × 720 resolution. The gaze data is obtained from the

pupil camera at 120fps but is then downsampled in time by a factor
of two by computing the mean of the gaze points which correspond
to each world-view frame. Figure 1 illustrates the detection of looks
in the recorded data for each object of interest, and the steps will be
described in detail in the next subsections. Objects in the world-view
images are detected using a neural network object detector, and the
position of the filtered gaze location relative to the center of each
object in each video frame is calculated. For each object, clusters
close to the origin (object center) are obtained, and the (temporal)
connected components are filtered to obtain candidate looks to each
object. Conflicting looks are resolved to obtain the final looks to
objects. Note that in Fig. 1, the boxes labeled "Object detection" and
"Kalman filter, Blink removal" are not new contributions, whereas
the remaining elements of the block diagram are new contributions
of this paper.

2.2

Object and Face Detection

From the COCO [Lin et al. 2014] dataset, we chose 6 real-life objects:
keyboard, stop-sign, cup, bowl, bottle, monitor. We aim to detect the
looks of the subject to these objects, as well as to human faces. For
estimating tight axis-aligned bounding boxes around these objects
in the world video, we use a Faster-RCNN network [Ren et al.
2015] pretrained on the COCO dataset using the tensorflow object
detection api [Huang et al. 2016]. The COCO dataset has 80 classes
corresponding to common objects, but we ignore the detections
of other objects. For face detection, we use a Faster-RCNN model
pretrained on the WIDERFACE [Yang et al. 2016] dataset. Even
though COCO has a ’person’ object class for detecting people in
images, we use a separate face detector since the COCO class is
not specific to faces and, given the importance of looks to faces
in assessing individuals with ASD, we are interested in obtaining
tight bounding boxes around human faces. The detections obtained
from the two networks are combined. Henceforth, we will refer
to a human face as an object in the list of 7 objects of interest.
We threshold the classification score of the detected objects, and
retain only the detections with a score of at least 50%. Also, if
multiple instances of the same object are detected in an image, we
retain only the one with the higher score. This is done in order to
remove duplicate detections of the same object and other random
detections.

2.3

Kalman Filtering and Blink Removal

To account for jitter and noise in the gaze stream, we use the filtering technique described in [Venuprasad et al. 2019]. Since blinking
causes incorrect detection of the gaze location which appears as sudden huge shifts in the detected gaze position, we apply a threshold
to the movement of the gaze location between consecutive frames
to detect blinks. Gaze data corresponding to blinks is marked as
unreliable. A Kalman filter with an 8-dimensional state vector and
2-dimensional observation vector is implemented with an initial
noise estimate of η = 0.2 and delta time estimate of dt = 2.0. The
Kalman filter takes in the observed gaze data as input and computes the filtered gaze position. For frames where the gaze data
has been marked as unreliable, only the time update (prediction
step) is carried out and the measurement update (correction step)
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Figure 1: Block diagram of look detection
is skipped. The filtered gaze stream is given as input to the look
detection algorithms.

2.4

Coordinate System Conversion

As described previously, we cannot observe the localization of the
gaze dot corresponding to looks to objects if the frame of reference
is moving. So we detect objects in the world images and use their
center positions to obtain new coordinate systems as follows:
For each world imaдe j:
For each object i :
If object i is present in imaдe j:
x r el [j, i] = xdot [j] − xcent er [j, i]
yr el [j, i] = ydot [j] − ycent er [j, i]
Else :
x r el [j, i] = yr el [j, i] = ∞

clustering to find the looks to each object. For this, we examine the
detections of object i across all frames and find the dimensions of
the maximum bounding box around the object (bboxmax [i]) . We
then only retain clusters whose centroid falls inside a region given
by 0.9 × bboxmax [i] centered at the origin.
The parameters for DBSCAN chosen here are ϵ = 25, Minpts =
10. Minpts is chosen manually based on domain knowledge, as
recommended in [Ester et al. 1996]. The ϵ value is fixed based on
the frame-level precision-recall analysis of looks on a different set
of recordings, as illustrated in Figure 2. The elbow of the precisionrecall curve occurs at ϵ = 25, and also the maximum accuracy is
observed at this point. Here, the videos used for the precision-recall
analysis are not re-used in the performance analysis.

Here (xcent er [j, i], ycent er [j, i]) is the detected position of the center of object i in frame j, (xdot [j], ydot [j]) is the position of the
filtered gaze dot in frame j, and (x r el [j, i], yr el [j, i]) is the estimated
position of the gaze dot relative to object i in frame j. Here, we
assume that, if the subject is looking at a particular object, then that
object is present in the frame and hence its center can be detected.
If the object is not present in the frame, then the subject is not
looking at it and hence we do not need to process that as a possible
look (the relative position is set to ∞).

2.5

Unsupervised Clustering

For clustering we use the DBSCAN algorithm [Ester et al. 1996]
since it does not require the number of clusters to be pre-specified,
and it is inherently density-based, which is suitable for our case.
Once the clusters are obtained, we only need to retain the clusters
in a small region centered at the origin since we perform a separate

Figure 2: Precision-recall curve for DBSCAN parameter ϵ
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Connected Components and Filtering
Looks

The clustering uses only spatial information on the gaze location
and the object locations, and it ignores temporal information. Suppose a person looks at a portion of the bottle at the start of the video,
then looks at the keyboard and the bowl and back to the bottle. The
clustering algorithm will lump together the earlier frames and the
later frames associated with the gaze dot focused on the bottle. So
once we obtain the clusters corresponding to the object looks, we
can distinguish the multiple distinct looks to the same object by
considering the time-connected components of the gaze samples
belonging to these clusters. However, these components need some
further processing. Sometimes a component is very short in time,
for example when the subject’s gaze passes through object B on
the way from object A to C. Also, sometimes two looks to the same
object are separated by a very short saccade or look outside the
object. To account for these cases, we ignore looks that are less
than 100ms in duration and we combine looks to the same object
that are separated by a duration of less than 100ms. At the end of
this step, we obtain the look streams to each individual object.

2.7

Resolving Conflicts In Looks

It is possible to have cases where bounding boxes around two objects intersect and the gaze dot falls inside the area of intersection.
Such frames can be classified as looks to both of the objects since
the algorithm up to this point finds the looks to each object independently. To resolve these cases of looks to multiple objects, we
compare the distance from the gaze dot to the centers of objects of
conflict and assign the frame as a look to the object whose center is
the closest to the gaze dot. Figure 3 shows a case where the gaze dot
is inside the bounding boxes for both the mug and the keyboard;
the "resolve conflicts" step declares this frame to be a look to the
mug since the dot is closer to the mug’s box center.
In our study, the stop sign, mug, and bowl as well as human
faces are fairly compact objects, so the axis-aligned bounding boxes
fit them rather tightly even though the mug and bowl were frequently rotated into different orientations. The bottle and monitor
are somewhat more elongated objects, however they always were
placed upright and so axis-aligned bounding boxes generally fit
tightly for them as well despite rotations around the vertical axis.
This was not true for the keyboard, a relatively flat elongated object that, depending on orientation, could cause an axis-aligned
bounding box to fit very loosely, as shown in Fig. 3. Because of
this, the problem of conflicts in looks was particularly an issue for
the keyboard. While the simple conflict resolution we used solved
this problem in our case, there are several other ways to solve this
problem, including avoiding the use of elongated objects, ensuring
that elongated objects are never close to other objects, or using
minimum enclosing rectangles.

3

Figure 3: A typical conflict in looks

EXPERIMENT DESIGN

The experimental setup is shown in Fig. 4. The subject wears the eyetracking glasses. The other person is across the table. The objects of
interest in the scene (and their approximate distances) are the stop
sign (7ft), monitor (5ft), keyboard (2ft), bottle (1.5ft), bowl (1.5ft),
and mug (1.5ft), as well as the person’s face (3.5ft). Note that the

Figure 4: Experimental setup

positions of objects were occasionally shifted on the table during
each recording.
Five adult volunteers were used as subjects for the experiments. A
data session begins with calibrating the glasses; we use the manual
marker calibration method described in [Venuprasad et al. 2019].
A 3-inch bullseye marker (provided by Pupil Labs) is placed at
different positions (at least 9) in the world view, and the subject
is asked to look at it while keeping their head still. In calibration
mode, the Pupil Labs software detects the marker and adjusts the
gaze dot given that the subject is looking at the marker. We use a
confidence threshold of 0.5 for calibration; the system rejects points
which it deems to have accuracy below this threshold.
Following calibration, the subject does not need to hold their
head still, but can freely look around the room, shifting their gaze
from one object of interest to another and also to other objects in
the room.
For obtaining the ground truth of looks, an eye-tracking analyst
inspects the recorded world-view video with the gaze dot superimposed on the scene and marks the intervals of looks. The detected
bounding boxes are not displayed; rather the analyst determines
holistically, as in clinical practice, where the subject is looking. For
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example, the gaze dot might briefly fall just outside some object
region between intervals where the gaze dot is clearly on the object, and the analyst could mark the entire section as a look to the
object, considering the error to be caused by calibration inaccuracy,
error in blink removal, or other noise based on her experience. We
would like our system to account for these errors and hence the
comparison is done with such a manual ground truth.
Note that the baseline work [Chukoskie, et al. 2018a] used both a
holistic expert ground truth (referred to as GT-E) which involves a
person directly labeling looks by reviewing the video with superimposed gaze position in a holistic way that would be used in clinical
practice, as well as a ground truth (GT-B) in which the bounding
boxes were manually marked and then processed into looks using a
runlength algorithm. GT-B allowed one to separate out the effects of
bounding box detection accuracy and of runlength processing, and
this is not needed in the current work because the neural net models
pre-trained on the COCO dataset (for objects) and on the WIDERFACE dataset (for faces) have high detection accuracy. Hence we
only use one type of ground truth, the holistic manual one, as a
comparison for the end-to-end algorithm performance.
We recorded a total of 55 minutes of data with 5 adult subjects
spread across 11 recordings. The statistics of the ground truth looks
in the data are summarized in Table 1.
Table 1: Recorded dataset: Statistics of looks

Object

# of
looks

Stop Sign
Bottle
Cup
Bowl
Monitor
Keyboard
Face
Overall

115
95
99
103
86
106
96
700

Total
duration
of looks
(min:sec)
06:34
05:22
05:46
05:38
05:02
06:29
03:49
38:43

Longest
look
(sec)

Shortest
look
(sec)

10.34
13.75
21.18
10.65
11.06
08.83
07.93
21.18

0.30
0.51
0.33
0.56
0.55
0.43
0.31
0.30

Average
duration
of looks
(sec)
3.42
3.39
3.49
3.28
3.51
3.67
2.39
3.31

To evaluate the system performance, we compare the system’s
detection of looks to a manual ground truth of looks and to the
runlength algorithm described in [Chukoskie et al. 2018a]. Here we
compare the performances of the two algorithms at the look level
and frame level. At the frame level, we define T P to be the number
of detected true look frames, F P to be the number of false positive
frames, that is the number of frames detected by the algorithm as
looks which are not in the ground truth, and F N to be the number of
false negative frames, that is frames that are in the ground truth as
part of a look but are not detected by the algorithm. The evaluation
metrics at the frame level are
P
(1) Precision = T PT+F
P
T
P
(2) Recall= T P +F N
(3) Accuracy= T P +FT NP +F P
Here we are using a modified version of the standard definition of
accuracy. This is because the number of true negative frames (T N )
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is very large for each object, and including the T N term in both
the numerator and denominator obscures trends as explained in
[Chukoskie et al. 2018a].
While the baseline work only considered frame-level analysis, here
we also consider look-level analysis, for which we define the following terms, illustrated in Figure 5. A first look is a look detected
by the algorithm that has non-zero intersection with a ground truth
look, and which also is the earliest in time of all detected looks that
have non-zero intersection with that particular ground truth look.
An extra look is a look detected by the algorithm that has non-zero
intersection with a ground truth look, and which is not a first look.
Using these definitions, we can define the quantities:
(1) FL = Number of first looks. This is also the number of ground
truth looks that have non-zero intersection with at least one
of the looks for the same object detected by the algorithm.
(2) EL = Number of extra looks. This is the number of detected
looks that have non-zero intersection with at least one the
ground truth looks for the same object minus FL.
(3) FPL = Number of false positive looks. This is the number of
detected looks that have zero intersection with ground truth
looks for the same object.
(4) FNL = Number of false negative looks. This is the number of
ground truth looks that have zero intersection with detected
looks for the same object.
(5) Onset Latency = Difference of starting frame timestamp
between detected and ground truth looks for first looks. We
examine the mean and standard deviation of onset latency.

Figure 5: Illustration: Look-level analysis
The runlength (RL) algorithm described in [Chukoskie et al.
2018a] detects looks based on two threshold parameters: Entry (T1)
and Exit (T2). If there are at least T1 consecutive frames where the
gaze dot is inside an object bounding box, the algorithm calls it
a start-of-look. Once a start-of-look is detected, the end-of-look
occurs when there are at least T2 consecutive frames where the
gaze dot falls outside the object bounding box. For each of the five
subjects, the runlength parameters for that subject’s recordings
were determined using the videos of the other four subjects. For
example, the videos from subjects 1, 2, 3, and 4 were considered
a training set; the processed data yielded a single set of optimal
runlength parameters for framewise accuracy (relative to ground
truth) for that training set. Those runlength parameters were applied to the data from Subject 5, treated as the test set, to get final
results for Subject 5. This process was repeated for each subject’s
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data. In this way, the algorithm parameters for a given subject were
independent of the data for that subject.

Table 3: Frame-level results for each video
Video #

4 RESULTS
4.1 Frame-level Results
For both the clustering and RL methods, the mean frame-level precision, recall and accuracy values of look detection for each object
across the videos are given in Table 2. Results for each video are in
Table 3. Comparing the clustering approach with the RL approach,
the precision is slightly lower for the clustering approach but the
recall is significantly higher, and the overall accuracy is higher. Examining the output streams revealed that the RL algorithm misses
certain intervals of looks to objects completely in cases where the
calibration drifts or where the gaze dot hovers around the object
bounding box. For faces, this difference is even more prominent
as can be seen from the recall values in Table 2. This is because
the subject sometimes looks at a person’s hair or neck which is
outside the face bounding box. This phenomenon is illustrated in
Figure 6. Here a portion of video #5 is analyzed; the look streams
from the two methods are plotted along with the ground truth. The
video has poor calibration. As the gaze dot hovers near the edge of
the bounding box for many frames in the video, the RL algorithm
is not able to detect certain looks in their entirety. The clustering
algorithm is able to detect these looks since it considers the centroid formed by the gaze locations and considers the maximum
bounding box computed across the frames. This trend is even more
evident from Table 3. For videos 3,5,6,9 where the calibration drifts,
the clustering method performs considerably better than the RL
algorithm. For the other cases where the calibration is good, the
two methods have similar performance.

1 (Subject: 1)
2 (Subject: 1)
3 (Subject: 2)
4 (Subject: 2)
5 (Subject: 3)
6 (Subject: 3)
7 (Subject: 3)
8 (Subject: 4)
9 (Subject: 4)
10 (Subject: 5)
11 (Subject: 5)
Overall

Length
(min:sec)
5:08
4:38
3:16
5:31
4:25
4:12
5:13
5:53
6:19
5:46
5:17
5:03

RL param
(Entry, Exit)
(1,56)
(1,56)
(2,57)
(2,57)
(1,57)
(1,57)
(1,57)
(2,57)
(2,57)
(2,57)
(2,57)
(1.5,56.8)

Accuracy(%)
Clust. RL
92.15 92.04
88.54 84.26
96.12 73.89
97.54 97.89
71.45 60.41
89.95 70.31
90.74 92.45
83.81 91.45
89.85 81.49
94.46 95.75
85.58 85.41
89.11 84.12

Table 2: Frame-level look detection results
Object
Stop Sign
Bottle
Cup
Bowl
Monitor
Keyboard
Face
Overall

Precision (%)
Clust. RL
84.43 95.11
95.60 94.59
93.66 93.77
94.08 96.10
92.61 95.20
84.98 93.44
92.74 94.10
91.04 94.64

Recall(%)
Clust. RL
94.58 87.37
96.70 86.46
96.17 93.37
96.98 83.25
96.99 95.10
96.46 89.52
92.14 78.17
95.61 87.53

Accuracy(%)
Clust. RL
81.24
84.43
92.48
82.89
90.26
88.43
91.41
80.41
90.14
91.14
83.49
85.48
85.97
74.97
88.96 83.02

For the objects bottle, cup, bowl, monitor and face, the clustering and runlength methods have similar values of precision.
However for the stop sign and keyboard, the runlength algorithm
significantly outperforms the clustering. This is because in the experimental setup, there are other objects, which are not of interest
to this experiment, placed close to to the stop sign and the keyboard.
Since the subject is free to look around, there are looks to these
nearby objects which are being detected as looks to the stop sign or
keyboard because of the maximum bounding box considered. This
is illustrated in Figure 7 which shows the look streams for video
#8. The subject looks at the stop sign for about 8 seconds, but the

Figure 6: Illustration of look streams: Video #5

Figure 7: Illustration of look streams: Video #8
clustering method detects this as a 16-second look since the subject
shifts his gaze to a nearby object, as observed from the world video.
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Table 4: Look-level detection results

Number of GT looks
Stop Sign
Bottle
Cup
Bowl
Monitor
Keyboard
Face
Total

4.2

115
95
99
103
86
106
96
700

Total number of
looks detected
Clustering RL
139
190
101
152
120
163
116
164
98
139
126
185
101
140
801
1,133

FL
Clustering
114
93
96
101
86
104
93
687

RL
113
92
98
102
86
103
88
682

FPL

Clustering
2
1
6
5
5
12
0
31

RL
22
15
25
33
19
29
8
151

FNL

Clustering
23
7
18
10
7
10
8
83

RL
55
45
40
29
34
53
44
300

Clustering
1
2
3
2
0
2
3
13

RL
2
3
1
1
0
3
8
18

Table 5: Latency (Lat.) of look detection

Look-level Results

The look-level detection results are summarized in Table 4. The
numbers of false negatives are low, 1.8% for the clustering approach
and 2.6% for the RL approach, indicating that most of the ground
truth looks are being detected by both algorithms. For faces, somewhat more looks are missed by the RL algorithm, likely due to the
subject looking around the face as described previously. The number of extra looks is much higher for the runlength algorithm, which
means it is splitting some ground truth looks into multiple looks
to the object. The number of false positives is also much higher
for the runlength algorithm. Overall the clustering algorithm is
considerably more accurate at detecting looks.

4.3

EL

Object
Stop Sign
Bottle
Cup
Bowl
Monitor
Keyboard
Face
Overall

Mean(Lat.)
(# frames)
Clust. RL
-6.74
2.98
-0.95
1.53
0.33
-1.77
-3.80
-1.98
-4.95
-3.11
-4.64
1.47
-6.03
0.26
-3.49 0.013

Mean(|Lat.|)
(# frames)
Clust. RL
10.25 7.53
4.63
6.85
4.75
3.08
6.17
3.00
7.07
3.39
16.5
6.46
9.96
6.25
8.63
5.27

Stdev(Lat.)
(# frames)
Clust. RL
46.32 29.20
9.58
27.35
9.82
3.83
10.35 4.13
17.85 4.55
32.04 14.85
35.52 21.25
27.91 18.74

Latency Results

The latencies of look detection for each object are given in Table 5.
The latency is defined as the difference in starting frame between
the ground truth look and the algorithm’s corresponding first look
(if there is a detected look that overlaps that ground truth look).
This type of metric would be appropriate for cases where there is
an event that might trigger a gaze shift. For example, a knock on
the door might trigger a look to the door, a ring on a phone might
trigger a look to the phone, and a mention of some object might
trigger a look to that object. In the context of assessing individuals
with ASD, a protocol could have the timing of such trigger events
embedded in the data stream, and the goal is then to detect the
onset of the first look after the trigger event, in order to measure
the latency between the trigger event and the look onset. In such a
case, the existence of extra looks is not problematic, since the onset
would be calculated using the first look after the trigger event. False
negative events would be problematic, since the estimate of latency
would be far off if the look occurs but is not detected.
In Table 5, columns 2 and 3 show the mean latency for the clustering and RL algorithms. The fact that it is negative for the clustering
algorithm means that, on the average, the clustering algorithm
is detecting the start of a look earlier than the ground truth. This
slight bias is unsurprising, as the algorithm uses a maximum bounding box, so as the gaze moves close to an object it can already be
counted as a gaze to the object. While the centroid of a gaze cluster
is inside the bounding box for the object, a look can start earlier
than when the gaze dot itself is inside the object bounding box. This

is not the case for the runlength algorithm, since it cannot start a
look until a gaze dot is actually inside the object bounding box.
Columns 4 and 5 show the mean of absolute value of latency,
which is 0.14 seconds for the clustering algorithm and 0.087 seconds for the runlength algorithm. The runlength algorithm slightly
outperforms the clustering, but both methods have generally low
values of latency. Among the objects, the stop sign and keyboard
have relatively large mean absolute latencies. As discussed earlier,
the stop sign and keyboard have other objects near them which
are not in our set of objects of interest, but which can attract the
subject’s gaze. Also, the keyboard is an elongated object which
often runs along the diagonal of a bounding box that is aligned
with the world-view coordinate axes, so there are false positive
frames associated with these looks. These observations can help
inform the design of protocols for ASD assessment that would lead
to higher accuracy in latency measurements (e.g., objects which
are being used as objects of interest should be compact rather than
elongated, and should not be placed too close to other objects).

4.4

Limitations and Future Work

One limitation of this study is the accuracy of the ground truth; a
single eye-tracking analyst manually determined the ground truth.
In future work, having multiple people undertake this task would
both yield a more accurate ground truth, and also the inter-rater
reliability would provide useful context for evaluating the performance of the algorithm (e.g., perhaps the difference between the
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algorithm and a human is no larger than the difference between
one human and another).
A limitation of the algorithm is complexity. We evaluated the
processing time of each step running on a i7-7700K CPU @ 4.20GHz
× 8 processor. The detection and filtering take 0.897sec and 0.023sec
respectively per frame. All frames of the video are needed for the
clustering step, which took approximately 18min for a 5min video
with 60 fps. The object and face detection is the computational
bottleneck in the pipeline. While the system is intended for postprocessing analysis rather than real-time operation, in future work,
processing time could be decreased by switching to a lower complexity neural network for the detection.
Another limitation to be considered is our reliance on computer
vision-based object detection to calculate looks and its impact on the
generalizability of our approach. Our methods are in development
with the intention of making them available broadly, including use
by non-experts. At the current time, we are still at a point where the
system needs handling by individuals who are well-trained in the
methods. As far as the available trained object classes, we will seek
to use the most recent methods to improve ease of adding robustly
detected objects to the library, but the first version of our tools that
would be made widely available will likely include a shopping list
for specific objects. Note that this is standard practice for many
norm-referenced psychological tests, such as the Autism Diagnostic
Observational Schedule, which comes with a large tote full of toy
and book-based testing materials [Lord et al. 2012].
Object detection failures will have a greater or lesser impact
depending on the nature of the analyses we seek. When we are
seeking to characterize overall time spent looking to particular
objects, a failure to detect an object completely would create significant impact, while a delay in object detection would contribute
minimally. On the other hand, if we are examining the latency of
gaze orientations to objects, then we would be impacted more by
a delay in missed frames of gaze orientation to an object, but an
entirely missed object would simply reduce the number of samples
over which to calculate an average gaze orientation latency for
each object.

5

CONCLUSION

This project describes the use of unsupervised clustering to robustly
analyze human gaze behavior. There are many situations in which
this technology might be beneficial. Although our goal is analysis
of social interaction during typical and atypical development, this
technology can be utilized to examine shopper looking patterns in a
store, patterns of gaze during driving behavior, and student behavior
engaged in reading and instructional tasks, for example. In social
interactions with autistic children wearing eye-tracking glasses,
good calibration cannot always be guaranteed due to practical
difficulties. In these real-life scenarios, the technique described can
be especially helpful to provide a robust analysis of the looking
patterns of the subject. As a tool for analyzing gaze behavior, this
work can be extended to analyze the latency of human subjects
to external stimuli such as an audio trigger like a door knock or
a spoken command to look at an object. The experiment can be
repeated at various time intervals to analyze the progress of children
over time. To improve the look detection further, we can consider

optimizing the parameters for a weighted metric obtained by a
combination of the metrics described here and this would require a
careful examination of the desired end goal of the system.
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